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ABSTRACT 

We study the effect of Explicit Congestion Notification (ECN) on TCP for relatively large but finite file transfers in 
IP networks, and compare it to other congestion avoidance mechanisms, namely Drop Tail (DT) and Random Early 
Detection (RED). We use simulation to measure TCP performance for transfers initiated by a varying number of end 
hosts. In contrast to previous work, we focus on situations in which all nodes in the network operate uniformly under 
the same mechanism (DT or RED or ECN). Our results show that under such uniform conditions ECN does not 
necessarily lead to significant improvement in TCP goodput, although in no case does it lead to an actual 
degradation in performance. Our results also show that, with ECN, TCP flows benefit from lower overhead for 
unsuccessful transmissions. Furthermore, lockouts are largely avoided. In other words, in an all-ECN network 
resources are shared more fairly. Finally, we show that global synchronization is no longer an issue, and argue that 
current TCP versions have essentially solved the problem, regardless of the queue management scheme employed. 
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INTRODUCTION 

The Transmission Control Protocol (TCP) [1] has been studied and improved over the last twenty years [2] in order 
to leverage faster and “fatter” networks on the one hand, and to accommodate different application needs on the 
other. Examples of the former are the TCP extensions for high performance, which include the window scale option 
and more accurate time measurement algorithms [3]. An example of the latter is the Nagle algorithm [4], which can 
be beneficial to interactive applications running over a low delay, high bandwidth network, because it reduces the 
number of tiny segments induced into the network, thereby saving network resources [2]. Nonetheless, if the same 
interactive application runs over a longer delay network, the application response times can degrade dramatically. 
Disabling the Nagle algorithm was originally proposed for X Window applications where, for example, mouse 
movements must be communicated to the server without any delays to allow for a satisfactory user experience. 
Furthermore, disabling the Nagle algorithm can significantly improve web server performance [5].  

However, perhaps the most predominant area with regard to TCP is congestion control. There has been considerable 
effort to improve the efficiency of TCP’s congestion control algorithms [6], starting with the introduction of Fast 
Recovery in TCP Reno and progressing to selective acknowledgements in TCP SACK [7]. All these algorithms are 
based on a simple framework that equates packet loss with congestion. Specifically, since network routers use 
buffers to smooth out spikes in traffic, as contention increases packets will have to be dropped when a router queue 
runs out of space. Although one may choose to drop any packet from the queue, the most widely used mechanism is 
tail drop or drop tail (DT), which drops packets that arrive when the queue is full [8]. These packet drops can be 
detected by TCP (through duplicate acknowledgements and timeouts) and are used as a clear indication of 
congestion. Even though such an assumption is more or less safe for wired networks, it has been pointed out that it is 
problematic for networks that are more transmission-media heterogeneous [9]. Despite the fact that dropping a 
packet is a very cheap operation in terms of router processing, one may well argue that it is nevertheless a 
suboptimal way of “informing” TCP senders of congestion in the network. 
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Explicit Congestion Notification (ECN) for Internet Protocol (IP) networks [10] aims at providing TCP with an 
alternative mechanism for detecting (incipient) congestion in the network. That is, a TCP sender that supports 
Explicit Congestion Notification  (TCP/ECN) does not have to depend solely on packet drops to detect congestion 
and limit its sending rate. The addition of ECN to IP networks was advanced to “Proposed Standard” status [11] by 
the Internet Engineering Task Force (IETF), and we expect to see ECN supported by most end host systems within 
five years. In fact, ECN is already supported in Linux (kernels 2.4 and later) and Solaris 9. Moreover, ECN requires 
modifications at routers. Therefore, the practical extent that ECN will be used depends on the parallel deployment of 
routers that support ECN via an active queue management (AQM) mechanism, most likely Random Early Detection 
(RED) [12], or one of its variants. That aspect of ECN deployment seems promising as well. Cisco, for example, has 
added support for ECN in its IOS Release 12(8)T [13]. 

Given that ECN is strongly backed by the IETF, and both open source and commercial vendors roll out products that 
support it, it is natural to attempt to evaluate TCP performance in an ECN-capable network. Several studies have 
shown that TCP/ECN achieves superior goodput when compared to “standard”, ECN-unaware TCP (see section 
“Related Work”, below). In fact, the performance gains reported are so high that one is tempted to suppose that the 
issue of TCP/ECN efficiency has been conclusively settled. In earlier work [14], we demonstrated that in an all-ECN 
network TCP does not always achieve better goodput, despite the fact that TCP/ECN is very successful in 
economizing network resources. This paper takes a broader look at all-ECN networks, amplifying the results in [14], 
and investigating issues such as fairness, lockouts, and global synchronization. It also considers a number of 
migration scenarios in which an increasing number of hosts, but not all, support ECN. The following section 
provides a brief overview of how ECN works. 

AN OVERVIEW OF EXPLICIT CONGESTION NOTIFICATION FOR IP NETWORKS 

End systems negotiate ECN capability during the TCP connection setup. If both are ECN-capable, the TCP sender 
indicates this by setting the “ECT” (ECN-Capable Transport) bit in the IP header of each outgoing packet. ECN-
capable routers are responsible for monitoring congestion levels and “marking” packets of ECN-capable sources as 
congestion grows critical, instead of passively waiting until buffer space runs out and resorting to drops. This can 
only be accomplished if the router employs a queue management algorithm aimed at preventing bursty losses due to 
severe congestion incidents. Clearly, ECN relies on the ability of the router to detect incipient congestion, a function 
that DT cannot provide. Although the latest ECN specification [10] does not mandate any particular AQM 
mechanism, in practice RED is typically used. 

If congestion is building up, routers mark a packet by setting the “CE” (Congestion Experienced) bit in the IP packet 
header before forwarding it, as explained in [10]. Upon receipt of a packet with the CE bit set, a TCP receiver sends 
back a TCP acknowledgment (ACK) with the “ECE” (ECN-Echo) bit set in its header, effectively notifying its peer 
of the congestion in the network. The TCP sender must exercise congestion control mechanisms upon receipt of the 
(first) acknowledgement carrying the ECN-Echo bit. Currently this translates to halving the sender’s congestion 
window [6, 10]. In addition, the sender sets the “CWR” (Congestion Window Reduced) bit in the header of the next 
data segment it transmits. Because delivery of TCP acknowledgments is not guaranteed, it is important to make the 
ECN-Echo mechanism robust against acknowledgment loss. For this reason, the receiver continues to set the ECN-
Echo bit in subsequent acknowledgements until it receives notification from the sender, via the CWR bit, that the 
congestion window has been reduced. 

In summary, a TCP/ECN sender reduces its congestion window when (a) it receives an ECN signal (an 
acknowledgement having the “ECN-Echo” bit set), (b) Fast Retransmit is triggered (via the receipt of three duplicate 
acknowledgements), or (c) a retransmission timeout (RTO) occurs. The TCP sender signals the receiver (by setting 
the CWR bit in the next outgoing data segment) that it has reduced its congestion window in all of these cases. A 
salient point to note about TCP/ECN is that multiple ECN signals within a single window of data will not cause it to 
reduce its congestion window more than once. 

Explicit congestion notification is not a new idea, nor has it been proposed for IP networks alone. Ramakrishnan and 
Jain [15] originally proposed a binary feedback mechanism (DECbit) for DNA – Digital’s (proprietary) Network 
Architecture. Forward Explicit Congestion Notification (FECN) was also defined for Frame Relay and 
Asynchronous Transfer Mode (ATM) networks [16]. In fact, ECN for IP networks borrows elements from these 
previously proposed explicit congestion notification frameworks. For example, ECN for IP networks has similarities 
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with FECN. For one thing, both ECN for IP and FECN require active network components (routers and switches, 
respectively) to monitor queue sizes so as to detect congestion buildup. Nevertheless, there are some important 
differences. In Frame Relay, for example, the receiver uses a more sophisticated algorithm in order to determine 
whether to pass a congestion notification back to the sender. In TCP/ECN, on the other hand, the sender’s response 
to congestion notification is more radical than in Frame Relay. The reader can find further details about ECN for IP 
networks, which we will simply call “ECN” in the rest of this paper, in RFC 3168 [10]. 

THE ROLE OF ACTIVE QUEUE MANAGEMENT IN ECN 

In principle, a RED gateway can signal incipient congestion either by dropping a packet or by setting a bit if the 
transport protocol is capable of reacting to ECN [12]. As a matter of terminology, “RED”, in practice, usually refers 
to the mechanism with no ECN capability, in which a RED router initiates early packet dropping when contention 
increases, thereby informing TCP senders that the network is unable to handle the current sending rates, and 
triggering their congestion control mechanisms. This is the sense in which we shall consistently use the term “RED” 
in this paper. With the advent of ECN-capable hosts, a RED router that supports ECN can use early packet marking 
instead of dropping, effectively notifying senders to slow down without imposing the costs associated with actual 
packet drops (which include, but are not limited to, retransmission of dropped packets). Even with ECN, however, 
some packet dropping is to be expected to the extent that buffers continue to overflow. 

RED was originally shown to provide better TCP performance than DT in many cases [12], and to deal well with 
problems like global synchronization and lockouts, prompting the IETF to recommend its deployment [8]. Yet, 
some network operators seemed reluctant to proceed with it [17]. Subsequent studies confirmed that RED degrades 
TCP performance under a variety of scenarios [18]. Consequently, the performance gains that can be achieved 
through ECN depend largely on the effectiveness of the underlying AQM used to detect incipient congestion. 

This paper attempts to shed more light on the performance implications for large TCP transfers with respect to the 
congestion avoidance mechanisms used in the network, and the potential gains if ECN is used. Our primary interest 
is to compare TCP when complemented by a “pure” marking mechanism to the more usual situation of “standard” 
TCP with a dropping mechanism. The former is represented by TCP/ECN, and the latter by TCP over DT. TCP over 
RED, as such, is ancillary to our focus because it still uses dropping as a congestion notification mechanism. 
However, as already noted, ECN is dependent on its associated AQM mechanism, in this case RED. As such, results 
from TCP over RED provide a “control” which helps to apportion the gains achieved by TCP/ECN between, on the 
one hand, its AQM scheme and, on the other, the marking mechanism per se. 

RELATED WORK 

Slim and Ahmed [19] used a Linux-based test bed network to study TCP/ECN. They demonstrated that when an 
ECN-capable sender competes with a non-ECN-capable one in the presence of various levels of background traffic, 
the TCP/ECN sender always performs better. In particular, they showed that both for bulk and for transactional 
transfers there are substantial gains in TCP goodput if ECN is used. This paper revisits their tests (see section titled 
“Lockouts”, below), and discusses some issues with regard to TCP/ECN performance. 

Zhang and Qiu [20] used simulation to evaluate TCP performance under RED and DT, exploring different scenarios, 
but were mainly interested in evaluating RED with dropping and touched only incidentally on the performance of 
TCP/ECN. They simulated a scenario where n ECN-capable TCP senders compete with n non-ECN-capable ones. 
For long-lived file transfers, the average goodput ratio of the ECN-capable flows to the non-ECN flows was up to 
30% in favor of TCP/ECN. The best performance gains were achieved with bulk transfers and a congestion window 
of 3-4 packets; that is, when the network is going through a very congested period, but congestion “meltdown” has 
not happened. This is the most favorable for ECN because Fast Retransmit can still be triggered off and TCP senders 
can avoid packet drops, thus precluding always resorting to timeouts for loss recovery. 

A common, determinant characteristic of the above-mentioned studies is that they examine scenarios in which 
TCP/ECN flows compete with ECN-unaware ones. The literature makes clear that, under these circumstances, the 
TCP/ECN sender is virtually assured better goodput than the TCP sender relying only on segment losses to detect 
congestion in the network. All other things being equal, a TCP/ECN sender possesses more information about 
network conditions and avoids decreasing its congestion window more than once per window of data. 
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Earlier work by Floyd [21] pointed out that DT routers could deliver higher goodput to (infinite) bulk transfers, but 
at the expense of fair allocation of resources. Floyd was mainly concerned about the packet delays of interactive 
applications like Telnet. She shows that an ECN network allows interactive applications to experience smaller per-
packet delays, while maintaining the goodput of bulk transfers at par with DT. Unfortunately, she does not report on 
packet drops and marks incurred, the effect of ECN on finite transfers, or the experiences of individual connections. 

Athuraliya et al. [22] evaluated TCP/ECN as part of their simulation study of Random Exponential Marking (REM), 
an alternative AQM mechanism to RED. They show that for increasing levels of congestion and for large transfers 
TCP achieves better goodput under REM, followed by DT and then RED. They report that REM with ECN reduces 
packet drops at the bottleneck link to “nearly zero” while preserving high goodput. Finally, they consider the case 
where random drops are introduced in the network (roughly simulating errors in a wireless environment) and 
conclude that ECN can increase TCP’s performance in hybrid wired/wireless networks. For further discussion of 
this issue, see [23]. 

Another point worth highlighting is that some studies use background, non-ECN traffic, in the form of infinite TCP 
file transfers, in order to maintain a level of congestion that ensures routers operate in the “RED region”: that is, 
with average queue sizes always within the range of values for which random early marking is in effect. This 
permits ECN to display its best potential with respect to the ECN-capable flows present. However, it is known that 
tuning RED parameters so that routers in real networks, experiencing a variety of traffic mixes, are always operating 
in the RED region is difficult [17, 18]. Furthermore, the non-ECN traffic is “background” only in the sense that its 
performance, and the impact that ECN traffic has on it, is ignored. Finally, previous studies do not report on the 
network performance in migration scenarios, where an increasing number of hosts – but not all – support ECN. 

This paper presents case studies in which there is no “background” traffic, that is, we measure the performance of all 
TCP connections involved in the simulation scenario. Unless otherwise mentioned, traffic in our studies is either all 
ECN-capable or all ECN-unaware, and is not constructed to ensure any particular, a priori relationship with respect 
to the RED parameters in effect. We do, however, focus on relatively large transfers, which permit the ECN 
feedback mechanism to inform TCP senders of congestion in the network when there is still enough data left to 
transmit for the ECN information to be relevant. If short transfers were involved, then it may be the case that by the 
time the ECN feedback arrives at the sender, there is little data remaining to be transmitted. Readers interested in 
short transfers are referred to [24], in which we investigate ECN performance for 100 KB file downloads. 

EXPERIMENTAL METHODOLOGY 

We used ns-2 [25] to simulate a scenario involving a number of clients connecting to a File Transfer Protocol (FTP) 
server (Figure 1). Each of the n clients is connected to router A with a LAN-like link at 10 Mb/s bandwidth and 0.5 
ms propagation delay. Router A is connected to router B through a (bottleneck) link of 1.5 Mb/s capacity. We 
experimented with a variety of propagation delays d for this link, ranging from 2 to 20 ms, but present here results 
mainly for d = 20 ms due to space limitations. Finally, the server is connected to router B over a LAN-like link. We 
chose this topology for two main reasons. First, it is simple enough to allow for a reasonably thorough investigation, 
and is fairly representative of many real-world situations [26]. Second, similar topologies have been used in many 
protocol evaluations, including the ones mentioned in the preceding section, giving the added bonus of making our 
results directly comparable to these. 

The server uses TCP Reno under all scenarios, while the clients employ the delayed acknowledgements algorithm 
[6]. The TCP clock granularity is set to 100 ms, and the maximum segment size (MSS) is 1460 bytes. The receiver’s 
(initial) advertised window (rwnd) is 64 KB, or approximately 44 segments. For d = 20 ms, the roundtrip 
bandwidth×delay product of the bottleneck link is 7500 bytes, which enables the server to have a minimum of s = 5 
segments buffered in the network. A single TCP sender needs a sending window of at least six segments to saturate 
the end-to-end connection. TCP sets its sending window as the minimum of rwnd and the congestion window 
(cwnd) [6]; that is, even if no losses occur, the sending window can never exceed 44 segments. Therefore, with a 
single TCP sender, if we use DT at the bottleneck link with a maximum queue length (QL) of 39 packets, no drops 
should occur. Our baseline test, consisting of just such a single FTP download from the server to a client, confirms 
this. The minimum QL for which no drops occurred was 39 packets. The size of the transferred file, f, was 20 MB, 
and needed t = 112.5 seconds to complete, yielding a goodput g = f / t = 1491.3 Kb/s. 
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Figure 1. The network topology used in our experiments. 

All clients have the same TCP configuration and simultaneously initiate 20-MB downloads from the server. These 
large transfers allow TCP/ECN to display its best potential as noted above. The queue management mechanism used 
at router B is either DT or RED, as indicated in the results. If DT is used at router B, the only parameter we can set 
is the maximum buffer size. Van Jacobson proposed as early as 1988 that QL should not be less than the 
bandwidth×delay product, B×D [27]. The bandwidth B is the capacity of the bottleneck link along the connection 
path, B =1.5 Mb/s. There have been a few proposals on what value should be given to delay D. The most common 
state [27] that D should be approximated by 

(a) the roundtrip propagation delay of the bottleneck link, D = 2d; or 
(b) the average end-to-end roundtrip time RTT across all flows sharing the bottleneck link, 

D = RTT  = ∑ −
=

1
0

1 n
i iRTT

n
, where RTTi is the end-to-end roundtrip time for flow i, i = 0, 1,…, n-1. 

Calculating (b) is rather difficult for real networks (if at all possible, in general), but it is more straightforward for 
the network of Figure 1: 

(a) B×D = B × 2d = 1.5 Mb/s × 40 ms = 60 Kb, or approximately 5 MSS; alternatively 
(b) In the absence of precise knowledge about the queuing delays at routers A and B, we may state that 

RTT ≥ 2 × (end-to-end propagation delay) = 2 × 21 ms = 42 ms. Thus, 
B×D = B × RTT ≥ 1.5 Mb/s × 42 ms = 63 Kb = 5.39 MSS. Conservatively assuming moderate queuing 
delays at the router, we get QL =  39.5  = 6 MSS. 

Other researchers have proposed that QL should be even larger, set to two, and even up to four times the above 
bandwidth×delay products of the bottleneck link. Large queue limits, however, can increase the delays experienced 
by TCP connections, leading to worse performance [8]. On the other hand, larger queue sizes in general allow higher 
link utilization. Since there is no universally accepted criterion for the size of QL, we conducted our tests with QL 
ranging from 4 to 256 packets. Remember that with n active connections, no packet drops should occur if QL + s > n 
× 44, where s is the number of segments buffered in the network, because each TCP sender cannot inject more 
segments into the network than allowed by rwnd (= 64 KB, or approximately 44 MSS), regardless of the value of 
cwnd. 

If RED is used at router B, four additional parameters need to be specified: the minimum (minth) and maximum 
(maxth) thresholds of the “RED region”, the maximum dropping probability (maxp), and the weight factor (wq) used 
to calculate the average queue size [12]. Several studies have shown that RED performance depends to some extent 
on the parameter setting [17-19]. The RED parameter values for all tests presented here are: 

• maxth = 3 × minth  

• wq = 0.002 
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• maxp = 2% and 10%, as per [12] and [28]. 
In the remainder of this paper we will use the terms “conservative” and “aggressive” (marked as “C” and 
“A” in the figures) to denote a maxp of 2% and 10%, respectively. 

The only free parameters in our experiments are minth and QL. 

It should be noted that very little in the simulation is driven by random numbers: ns-2 runs actual TCP code, and 
packet transfer times are deterministic for a given link, once its transmission rate and propagation delay are defined. 
The only aspect of the simulation that receives generated random variate input is the RED marking at the router B 
buffer. Because of this, results would not vary significantly across “independent replications” of the experiment. We 
present results based on single replications, akin in nature to the kind of results one would get from “case study” 
experiments implemented on an isolated real (rather than simulated) network. 

In our evaluation, we consider global (“aggregate”) network performance, as well as individual host performance. 
Choosing the metrics to judge end host performance is rather straightforward. Goodput per connection i, ig , is a 
good candidate and is defined as 

,
i

i
i t

fg =  

i.e. the application payload if , divided by the total connection time it .   Others include: total number of packets sent, 
total number of packets dropped at the gateway, and per-packet transfer time. Global network performance is more 
difficult to determine. 

For connection i, let iF be the number of bytes transmitted over the bottleneck link during the connection time it . 
Thus, iii rfF += , where ir  is the number of duplicate and retransmitted bytes delivered to client i, 0≥ir . Note that 

ir  does not include the flow i bytes, id , dropped at the gateway. Let busyT be the total amount of time that the 
bottleneck link was busy. Then, 
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where maxt = max{ it | i = 0, 1, … n-1} is the longest connection time amongst the n flows. 

Link utilization, used as a metric of global network performance, may be of interest to network operators and can be 
used to measure the usage/efficiency of the network, but can lead to inaccurate conclusions for the purposes of our 
study. As mentioned above, a single TCP sender can saturate the bottleneck link, i.e. achieve 100% link utilization, 
with a window of s + 1 = 6 MSS segments. Similarly, any number of TCP connections for which the sum of the 
sending windows is more than or equal to six MSS segments, can achieve 100% link utilization. Another metric of 
global performance could be the amount of buffer space (QL) needed at the gateway in order to maintain both the 
link full and packet drops at a given level. Fair sharing of the bottleneck link is another important consideration 
when assessing global network performance. 
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GOODPUT EFFICIENCY 

We introduce goodput efficiency, G, as our metric of global network performance. G is defined as the ratio of the 
sum of application payloads across all flows, divided by the amount of data that could have been sent under 
continuous transmission at the bottleneck link during maxt . That is, 

 .10,
max

1

0 ≤≤
×

=
∑

−

= G
tB

f
G

n

i
i

 (2) 

Note that the n flows start simultaneously, and that if  = f = 20 MB, for each i = 0, 1,  … , n-1. For the case of the 
single TCP sender baseline test mentioned above, G = 20 MB / (1.5 Mb/s × 112.5 s) = 99.42% (we shall usually 
report values of G as a percentage). Goodput efficiency is always less than or equal to link utilization because U 
includes duplicate and retransmitted packets delivered, but G does not. From equations (1) and (2) 
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Figure 2 presents the goodput efficiency G achieved by two clients for various QLs and different congestion 
avoidance mechanisms at router B. G remains high when QL is sufficiently large: 1≈G for QL ≥ 16. Note that RED 
enables TCP Reno to achieve higher goodput efficiency mainly when QL is small, QL ≤ 8. 
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Figure 2. Goodput efficiency (%) for two clients. 

The rather small (and, for DT, disappointing) goodput efficiency when QL = 4 is attributable to the fact that the 
queue size is simply not large enough to feed the bottleneck link, and thus high link utilization cannot be achieved. 
Most drops are detected via a timeout not through Fast Retransmit, due to the limited number of packets in flight per 
connection, causing Reno to behave essentially like Tahoe. Note that when QL = 4 the requirement mentioned 
above, for a QL at least equal to the bandwidth×delay product, is not satisfied. For this, rather unrealistic, case DT 
causes consecutive packet drops (drops in batches). On the other hand, RED randomizes these drops and hence pro-
vides the TCP sender with a better estimation of the network state. That is, TCP Reno reacts better when some 
segments arrive out of order than if they do not arrive at all. 

We increase the number of clients, and hence the number of competing flows, and repeat the simulations. Figures 3 
and 4 present G for five and ten clients, respectively, and for the same router B QLs and queue management 
mechanisms as Figure 2. Again, the results shown in the figures make clear that there are no significant differences 
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in G when the queue limit is sufficiently large, i.e. QL ≥ 16, regardless of the congestion avoidance mechanism 
used. 
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Figure 3. Goodput efficiency (%) for five clients. 
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Figure 4. Goodput efficiency (%) for ten clients. 

From equation (3), and recalling that 1≤U , we have that, 

.011
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→⇒→→⇒→ ∑
−

=

n

i
irUGG  

From Figures 3 and 4, we see G approaching 100% for QL > 16, which implies that duplicate and retransmitted 
bytes delivered are approaching 0. Increases in QL can only improve G very marginally. At the other end of the 
scale, when QL shrinks to eight or fewer packets G deteriorates considerably, especially in the case of DT. 

In conclusion, it can be seen that for an adequately provisioned network in which all hosts support ECN, TCP/ECN 
does not achieve better goodput efficiency than standard TCP over RED or DT. Only severely under-provisioned 
QLs put RED and ECN at an advantage compared to DT, with most of the positive contribution coming from RED 
rather than ECN. 
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LOCKOUTS 

Lockouts (and global synchronization) are a known deficiency of TCP in conjunction with DT [8]. Lockouts, 
defined as the phenomenon whereby a small number of connections “take over” the bottleneck link, do occur in our 
experiments. Lockouts, as we shall see shortly, do not translate into lower link utilization if the router has sufficient 
buffer size. If QL is sufficiently large, routers can effectively smooth out traffic spikes, allowing “favored” 
connections to transmit enough packets to keep the link utilized. That is, lockouts can lead to link usage yielding 
high goodput efficiency G, but at the expense of fair sharing. Lockouts may diminish G if QL is limited (see Figures 
2 – 4, for QL = 4, 8) because traffic spikes cannot be accommodated, forcing even the “favored” TCP senders to use 
very small sending windows. 

To portray better the lockout phenomenon, we examine the case of n = 2 clients, C0 and C1. Recall our earlier 
discussion whereby the size of the receiver window limits the sender’s window to 44 segments per TCP connection. 
When the router has a sufficiently large QL (e.g. QL ≥ 128), the largest sending windows of both flows can be 
simultaneously accommodated with no drop tail losses. In fact, packet drops can only occur when RED is the AQM 
mechanism at the router, and this only if it “kicks in”, which is a possible but not very likely or frequent occurrence. 
When DT is employed at router B, there is no variation between the goodputs, 0g and 1g , achieved by the two 
transfers for QL = 128, 256 (Table I). Under such conditions, each transfer receives an equal proportion of the 
bandwidth. As QL decreases, the router queue can no longer accommodate the maximum sending windows of both 
flows and packets have to be dropped. Dropped packets force TCP to lower its sending rate, thus leading to worse 
goodput for the client that experiences the losses. Be that as it may, it is striking that as we decrease QL from 128 to 
64, client C0’s goodput increases dramatically, without seriously impacting C1’s goodput. The explanation lies in the 
lockout phenomenon, where DT allows one flow to monopolize the queue space and achieve better goodput than the 
rest. 

Table I. Test results with two FTP connections and Drop Tail. 

 Queue limit 
 256 128 64 32 16 8 4 

Sent 28730 28730 28797 28863 28982 29142 29388Total Packets (incl. SYNs) Dropped 0 0 38 103 242 408 656
g0 748.9 748.9 876.1 744.0 744.0 716.9 573.6Goodput (Kb/s) g1 747.3 747.3 744.0 795.1 748.9 955.9 570.7

Fairness index  1.000 1.000 0.993 0.999 1.000 0.980 1.000
 

The difference between the two goodputs is a measure of the lockout effect: the bigger the gap, the more unfair the 
link sharing. Jain’s fairness index [34] 
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can also be used to measure the fairness in allocating network resources, but it cannot convey the degree of 
unfairness nor reveal the dynamics that produce it. Because the transfers correspond to a fixed amount of data and 
no further transfers are initiated after a client finishes its download, when the faster one finishes, the other can 
exclusively utilize the network resources and thus increase its throughput. A look at the evolution of the individual 
transfers reveals this. Figure 5 presents the progress of the two transfers, in terms of acknowledgements received at 
the server, and Figure 6 presents the evolution of the congestion windows (cwnd). Note that even though cwnd is 
allowed to exceed the value of rwnd (64 KB), the sender cannot utilize this excess. 
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Figure 5. Download progress for two file transfers; DT with QL = 64. 

 

Figure 6. Congestion window evolution for two file transfers; DT with QL = 64. 

DT drops a total of 38 packets in all, 11 of which belong to C0 and 27 to C1. During the initial Slow Start phase C0 
experiences 5 packet drops, and C1 14. Despite this uneven share of packet drops, the two transfers proceed at an 
identical pace for 52 seconds, with each client receiving approximately 5 MB (Figure 5). After the drops during 
Slow Start, two other congestion incidents occur, each with two drops for each of the two connections (at 21 and 37 
seconds). The third incident, though, is rather “unfair”: two packets belonging to C1 are dropped. C1 detects both 
drops (which occur very close to each other at 52 and 53 seconds, but not one immediately after the other, 
consecutively) via Fast Retransmit as may be inferred from Figure 6. C1 is forced to lower its transmission rate 
whereas C0 experiences no losses and continues to increase its cwnd and its share of the bottleneck link. In addition, 
Figure 6 shows that C1 enters a vicious cycle, which does not allow it to regain a fair proportion of the link. This 
cycle starts at approximately 70 seconds, and the cycle repeats itself after a further 70 seconds or so. When C0’s 
download terminates, C1 has a goodput of only 611 Kb/s; that is, its goodput is 43% worse than C0’s. At this time, 
Jain’s fairness index is 0.969. Figure 5 shows that after C0 finishes its download C1’s transfer rate increases due to 
the lack of competition. Thus, because we are measuring the performance for each client for a fixed 20-MB data 
transfer, C1’s goodput now improves by the end of the transfer to 744 Kb/s (Table I). The case with QL = 8 is 
similar, but even more severe: C1 finishes its download 33% faster than C0. The limited queue size makes lockouts 
more likely and affects goodput more sharply. 

We repeat the same set of experiments, but configure router B to use RED instead of DT (Table II). The only case 
where TCP’s performance under RED is the same as DT’s is for QL = 256, and maxp = 2%. Note that for this case 
minth is so large that router B does not operate in the RED region most of the time, and so no random early drops 
occur. As QL decreases, we observe differences in measured goodput. 

Table II shows that RED improves fair sharing in certain cases (e.g. when QL = 64), but does not provide an entirely 
fair environment for both flows under all scenarios, irrespective of the value of maxp. In fact, RED can introduce 
unfairness where there was none. Figures 7 and 8 illustrate this for QL = 128 and maxp = 10%. C1 finishes its 
download in 13% less time. In this case, apparently, RED is unable to prevent lockouts from occurring. RED drops 
35 packets: 21 belonging to C0, and 14 to C1. During Slow Start there is a total of only four drops, divided equally 
between the two clients, and well spaced out. After this, the downloads proceed virtually identically till 20 seconds. 

On the other hand, the packets that are dropped during the period 20 - 40 seconds (Figure 8) belong only to C0, 
leading it to decrease its sending rate, slowing down its download progress (Figure 7). Indeed, during this period C0 
experiences five losses, while C1 experiences only one. Not surprisingly, C1 ends up acquiring a much higher 
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portion of the bottleneck link than does C0. Note that all losses are detected through Fast Retransmit. The case for 
RED with QL = 32 and maxp = 2% is similar.  

Table II. Test results with two FTP connections and RED. 

 Queue limit (Minth) 
 256 

(80) 
128 
(40) 

64 
(20) 

32 
(10) 

16 
(8) 

8 
(2) 

4 
(1) 

maxp = 2% 
Sent 28730 28760 28797 28895 28959 29118 29346Total Packets (incl. SYNs) Dropped 0 30 38 135 218 385 615
g0 748.9 748.9 785.8 745.7 767.8 739.1 680.6Goodput (Kb/s) g1 747.3 767.8 744.0 822.4 744.0 739.1 824.4

Fairness index  1.000 1.000 0.999 0.998 1.000 1.000 0.991
maxp = 10% 

Total 28732 28765 28859 28957 29051 29161 29346Total Packets (incl. SYNs) Dropped 2 35 102 197 310 429 615
g0 748.9 748.9 774.9 752.3 745.7 782.2 680.6Goodput (Kb/s) g1 778.5 851.6 744.0 745.7 755.7 740.7 824.4

Fairness index  1.000 0.996 1.000 1.000 1.000 0.999 0.991
 

 

Figure 7. Download progress for two file transfers; aggressive RED (minth = 40, QL = 128). 

 

Figure 8. Congestion window evolution for two file transfers; aggressive RED (minth = 40, QL = 128). 

Although fairness is not the primary goal of RED [12], it is an attribute that is desirable from the global network 
perspective. It is interesting to note that the minimum goodput achieved in each scenario dealt with is more or less 
the same as with DT, thus RED does not seem to improve minimum goodput. Furthermore, because QL = 128, the 
drops in Figure 9 are due to the RED mechanism, not buffer overflow. These drops impact C0 more than C1. The 
conclusion is that RED is inducing unfairness. 

Next, we repeated the RED simulations, but with ECN support enabled at router B (Table III). In contrast to the 
preceding case, RED with ECN can prevent lockouts more effectively, thereby increasing fairness. Note, 
incidentally, that even with ECN the end hosts experience packet losses; and that when QL = 4 drop tail effects 
dominate, so there is no difference compared to TCP performance under RED with respect to the value of maxp or 
support for ECN. 
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Table III. Test results with two FTP connections (RED with ECN). 

 Queue limit (Minth) 
 256

(80) 
128
(40) 

64 
(20) 

32 
(10) 

16 
(5) 

8  
(2) 

4 
(1) 

maxp = 2% 
Sent 28730 28730 28775 28781 28818 29118 29346Total Packets (incl. SYNs) Dropped 0 0 18 21 77 385 615
g0 748.9 752.3 773.1 745.7 745.7 739.1 680.7Goodput (Kb/s) g1 747.3 747.4 744.0 767.8 759.2 739.1 824.4

Fairness index  1.000 1.000 1.000 1.000 1.000 1.000 0.991
maxp = 10% 

Total 28730 28730 28775 28781 28756 28817 29346Total Packets (incl. SYNs) Dropped 0 0 18 21 15 85 615
g0 748.9 748.9 744.0 767.8 745.7 737.6 680.6Goodput (Kb/s) g1 778.5 760.9 780.3 745.7 745.7 755.7 824.4

Fairness index  1.000 1.000 1.000 1.000 1.000 1.000 0.991
 

RED provides better performance with respect to lockouts when the end hosts support ECN. Given a sufficiently 
large QL, RED with ECN makes for high effective goodput (Figure 2) and limited packet drops in the context of a 
fairer environment (Table III). Nevertheless, although we have homogeneous flows, identical roundtrip times, 
payloads, and starting times, absolute fairness does not seem possible in our simulations. Still, ECN is closer to the 
ideal sharing of the bandwidth under all scenarios than are DT and RED without ECN.  

 

Figure 9. Download progress for two file transfers; conservative ECN (minth = 20, QL = 64). 

While the merit of fairness might seem to be straightforward, it is natural to ask what is so bad about unfairness 
when it leads to a considerable improvement in one client’s performance without necessarily significantly 
(negatively) impacting the other’s. For example, consider the case of QL = 64 discussed earlier (Table I). Enabling 
ECN leads to a smaller maximum goodput without increasing the minimum goodput: fair sharing seems to delay the 
faster transfer without improving the slower (Table III). Paradoxical as it may seem, this could be desirable. Note 
that goodput captures only one important aspect of the download dynamic, while ignoring another. It measures 
download throughput as a function of the arrival time of the acknowledgement for the last packet, but does not 
capture the “steadiness” or “smoothness” of the rate at which the download progresses. For example, in the case of 
DT with QL = 64, when the faster download terminates, the slower has completed approximately only 75% of its 
transfer (Figure 5). This is clearly not fair, yet goodput efficiency does not suffer (Figure 2). The higher maximum 
goodput is precisely the result of this unfairness: the favored connection gets a disproportionate share of the 
bottleneck link, achieving a superior goodput. When the faster download terminates, the slower one picks up speed 
since it now has exclusive use of the link. In contrast, TCP/ECN increases fairness without sacrificing goodput 
efficiency and has both downloads progressing practically at the same rate (Figure 9). By sharing the link more 
fairly it avoids lockouts, thereby preventing one flow from taking over the link, and so decreases the maximum 
goodput. Given that goodput efficiency does not decrease with TCP/ECN, the fact that the under-performing client 
does not see any increase in its goodput simply means that its download is progressing at a more even rate 
throughout. 
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It is worth stressing that our notion of fairness in the discussion above is based on (two) file transfers of finite length 
progressing evenly to completion, having started simultaneously. Should multiple transfers of finite size start at 
random instants, it is not clear that this notion of fairness remains cogent. Furthermore, the competitive dynamics 
between, on the one hand, established TCP connections that have attained congestion avoidance, and, on the other, a 
TCP startup constrained by Slow Start, would dominate and possibly obfuscate whatever contribution the queue 
management mechanism might make towards a contextually valid notion of fairness. In sum, our conclusions about 
the contributions of the queue management mechanisms to fairness do not necessarily apply beyond the specific 
context of finite file transfers, starting at the same time, from which they are derived. However, we conjecture that 
for the case of transfers of infinite length starting at random instants, these conclusions should remain valid once all 
transfers attain congestion avoidance. 

Finally, we consider the performance gains for individual hosts that support ECN versus hosts that do not. This issue 
has been studied thoroughly (e.g. in [19], [20]), and we present the results here mainly for completeness. We repeat 
the simulations of Table II, but enable ECN at the under-performing client, without introducing any background 
traffic. Table IV presents the results. Aggressive ECN allows the under-performing client under RED to improve 
and actually surpass its competing flow. Conservative ECN also reverses the order between the two clients, except 
for the case of rather severe unfairness, mentioned earlier, with QL = 32. Again, when an ECN-unaware TCP sender 
competes with a TCP/ECN sender, the latter is more likely to achieve better goodput. 

Table IV. Test results with 2 FTP connections and RED with ECN support only 
for the under-performing client of Table II. 

 Queue limit (Minth) 
 256

(80) 
128
(40) 

64 
(20) 

32 
(10) 

16 
(5) 

8 
(2) 

4 
(1) 

maxp = 2% 
Sent 28730 28746 28809 28839 28891 29118 29346Total Packets (incl. SYNs) Dropped 0 16 52 79 150 385 615
g0 748.9 858.2 744.0 744.0 745.7 739.1 680.6Goodput (Kb/s) g1 747.3 748.9 755.7 764.3 783.9 739.1 824.4

Fairness index  1.000 0.995 1.000 1.000 0.999 1.000 0.991
maxp = 10% 

Sent 28730 28749 28818 28870 28905 28905 29346Total Packets (incl. SYNs) Dropped 0 19 61 110 164 164 615
g0 748.9 824.4 744.0 744.0 773.1 773.1 680.6Goodput (Kb/s) g1 778.5 748.9 747.3 750.7 745.7 745.7 824.4

Fairness index  1.000 0.998 1.000 1.000 1.000 1.000 0.991
 

DOES ECN OFFER A COMPETIVE ADVANTAGE? 

The literature points out the unfairness that different round trip times (RTT) cause to a TCP sender’s performance. 
In other words, longer RTTs translate into slower congestion window expansion, leading to worse TCP transfer 
times, i.e. goodput. In the previous section, we showed that unfairness could be induced by the queue management 
algorithm employed at the gateway. This section elaborates some more on the issue, and deals with some subtle 
points that can affect the conclusions drawn from a performance evaluation of ECN. 

Consider a scenario with five clients simultaneously initiating 20-MB file downloads, and QL set to 64 packets. The 
following results are typical for other scenarios as well. Figure 10 presents the progress of the file transfer with time 
for the fastest (C4) and slowest (C2) downloads when DT is used at router B. DT discards a total of 370 packets due 
to buffer overflow. The difference in download times, which can be used as an indirect metric of fair bandwidth 
sharing, is 11.1%. This is very similar to the difference in download times when aggressive RED is used: 10.76% 
(Figure 11). RED, however, induces a total of 842 (early packet and buffer overflow) drops, i.e. packet drops 
double. 
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If all five clients support ECN then both the network as a whole and the individual clients perform better. First, 
goodput efficiency stays the same (Figure 3) and packet drops are drastically reduced to 39. Second, fairness 
improves (see discussion in previous section), as measured by the difference in download times between the fastest 
(C3) and slowest (C0) transfers, which shrinks to 2.56% (Figure 12). 

It is important to point out that if we had designated some of the clients as “background traffic generators” and 
focused our attention on the rest, our results would have largely depended on the specific set of clients we chose as 
background traffic sources. In other words, the results would have been affected by the methodological choices and 
purview adopted by the observer. For example, and with respect to Figures 10 and 12, had we focused on C0, we 
would have seen a performance improvement when TCP/ECN is used vs. DT; on the other hand, if we had chosen 
C4 as our benchmark, then we would have reported that TCP/ECN leads to degradation in goodput. Adopting an 
approach that does not arbitrarily designate some flows for monitoring and ignore the rest, but rather considers all 
competing flows within its purview, we can only conclude, contrary to previous work, that ECN in and of itself does 
not guarantee improved performance. 

 

Figure 10. Download progress for the fastest (C4) and slowest (C2) with n = 5 clients; DT with QL = 64. 

 

Figure 11. Download progress for the fastest (C3) and slowest (C1) with n = 5 clients; aggressive RED (minth = 20, QL = 64). 

 

Figure 12. Download progress for the fastest (C3) and slowest (C0) with n = 5 clients; aggressive ECN (minth = 20, QL = 64). 

It is interesting to investigate what happens to these values as we migrate from scenarios in which either none or all 
of the clients support ECN, to scenarios where some, but not all, support ECN. Slim and Ahmed [19] studied the 
performance gains of TCP for bulk FTP transfers. However, they considered the case where a single ECN-capable 
host competes with an ECN-unaware one. These two flows compete in a network where a varied number of ECN-
unaware TCP senders generate background traffic. The background flows are used to introduce different levels of 
congestion at the gateway in order to keep the gateway always operating in the RED region. However, the 
performance experiences of the background flows are not taken into consideration. 
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Our experiments provide no guarantees that router B operates always in the RED region. We believe that in real 
networks it is neither easy nor reasonable to expect a gateway to always operate in the RED region – after all, this is 
not the goal of RED. In order to see the performance gains for both individual clients and the network as a whole, 
we have one client supporting ECN and the rest not. The previous section demonstrated that in the case of two 
clients, if we enable ECN at the under-performing client, its performance dramatically increases and outperforms its 
competing flow. The ECN-capable client suffers fewer packet drops and always achieves better goodput than the 
ECN-unaware one. 

Nevertheless, in experiments with one ECN-capable client out of five competing clients, TCP/ECN did not seem to 
bestow a guaranteed advantage. In particular, we enabled ECN support for client C1 (which had the worst 
performance in Figure 11 and experienced 153 packet drops during the file transfer). As may be inferred from 
Figure 13, C1 no longer experiences the slowest download, but neither does it become the fastest of the five clients. 
C1 received the file 14 seconds earlier than it did without ECN support and lost only seven packets. These losses 
highlight the point previously made, that ECN does not guarantee that no drops occur. The gain in terms of packets 
that were marked at the congested router and delivered, instead of being dropped, constituted only 1% of C1’s total 
packets. Overall, the addition of a single ECN-capable host increased the minimum goodput, kept goodput 
efficiency high, and saved network and host resources. Nevertheless, our results are far less striking than those 
reported in the literature [19, 20], though they still leave the advantage with ECN.  

 

Figure 13. Download progress for the fastest (C2) and slowest (C3) clients. C1 is the only out of five clients using TCP/ECN; 
aggressive ECN (minth = 20, QL = 64). 

On the other hand, C3, which was the best performer in Figure 11, is the under-performing client in Figure 13. Our 
experiments reveal that the presence of an ECN-capable client influences the performance of other non-ECN-
capable hosts sharing the network in a non-uniform way. As another example, the performance of the non-ECN-
capable C0 (which was not, as can be inferred from Figure 11, the worst performing client) degraded in the presence 
of an ECN-capable C1 (though not by so much that it became the worst performing client, as may be surmised from 
Figure 13). When ECN was enabled for both C0 and C1, C0’s download time stayed the same, indicating yet again 
that a host is not bound to achieve better goodput simply because it uses ECN. Of course, C0 experienced fewer 
packet drops, which can be interpreted as an improvement in relative performance. The minimum goodput achieved 
by the five clients improved as the number of ECN-capable hosts increased, indicating that bandwidth sharing 
became fairer.  

We repeated the experiments of this section, maintaining QL at 64 but increasing the competing downloads to ten. 
The results were more favorable for ECN. With no ECN-capable client amongst the ten, C9 was the under-
performing client, experiencing the most segment drops and finishing the download in 1120.5 seconds. With C9 as 
the only ECN-capable client, it completed the download faster than the other nine (in 1029 sec.) and lost 334 fewer 
packets. This shows once more that a single TCP/ECN sender may have an advantage when competing with other 
ECN-unaware senders. Finally, as before, the performance of the other downloads was affected by C9’s capability to 
react to ECN signals. 

THE CASE OF GLOBAL SYNCHRONIZATION 

Global synchronization of losses occurs when a router drops many consecutive packets in short order, forcing a 
number of TCP senders to slow down at the same time, retransmit the dropped packets virtually in unison (global 
synchronization of retransmissions), enjoy successful transmissions for a short period (because the backlog at the 
bottleneck queue has been cleared in the meantime), and then experience more consecutive drops [26]. This 
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repetitive cycle, also dubbed “window synchronization” [29], comprises periods of high congestion, followed by 
poor aggregate TCP performance and underutilization of scarce network resources such as the bottleneck link. 

Global synchronization was studied by Zhang and Clark [26], through simulation, using a network topology similar 
to ours. The authors performed their analysis with a TCP variant sometimes referred to as Old Tahoe. Old Tahoe 
does not include Fast Retransmit nor the delayed acknowledgements algorithm. Fast Retransmit enables a TCP 
sender to recover from a loss without waiting for a timeout. Global synchronization (of retransmissions) is more 
likely to occur when all senders have to wait for a timeout to recover from a congestion incident. Although global 
synchronization has been observed in simulation studies of TCP over DT (e.g. [26, 29]), it has not been observed in 
real networks [30], nor in more recent studies [17-22], yet many still consider it in the nature of a performance 
disaster waiting to happen [8, 31]. 

Figures 2 – 4 show that unless QL is unrealistically small, there is no collapse in aggregate TCP performance, even 
for small numbers of clients, and despite the fact that the file downloads start simultaneously. Hence, while global 
synchronization of losses might be taking place (Figure 6), the basic symptom of global synchronization, which is 
the cyclical behavior pattern of consecutive congestion incidents followed by a congestion window (cwnd) collapse 
across many senders due to retransmission timeouts, leading to link underutilization, is not observed in our 
experiments. An examination of the simulation data explicitly shows that global synchronization of retransmissions 
does not occur. For example, Figure 6 illustrates that although synchronization of losses is possible (e.g. the drops 
occurring during the first 50 seconds of the downloads), this does not translate to link underutilization (Figure 2). 

Recall that in this study, the Fast Recovery algorithm of TCP Reno is used whenever congestion is detected by 
means other than a timeout. Fast Recovery, which is not present in Tahoe (nor in Old Tahoe), prevents the reduction 
of the congestion window to the Slow Start loss window [1, 6]. This helps the sender to keep the pipe full after a 
congestion incident, thereby mitigating link underutilization. The combination of Fast Retransmit and Fast Recovery 
causes less oscillation in transmission behavior than is described in [26]. Simply put, TCP Reno handles congestion-
related losses better than Tahoe, which always resorts to collapsing its congestion window, followed by Slow Start. 

In a follow-up study [29] two years after their original work [26], Zhang et al. hypothesized that window 
synchronization is caused by “packet clustering” due, in part, to “ACK-compression”. They used Tahoe (with Fast 
Retransmit), and focused mainly on explaining why global synchronization happens in a simple network (with 
different parameters but essentially the same topology as in Figure 1), in which receivers do not use the delayed 
acknowledgements algorithm. Instead, the receivers acknowledge each segment immediately. For a given TCP 
connection in an uncongested network, these ACKs reach the sender at the same rate with which the segments 
triggering off the ACKs were received at the receiver. As congestion increases, a “train” of such regularly-spaced 
ACKs can become “compressed” in the sense that the ACKs bunch up in the queue of a congested link and tend to 
get transmitted out on the link in clusters, one ACK immediately after the other. As is known, the pattern of 
returning acknowledgements determines the pattern of segments transmitted by a TCP sender, since incoming 
acknowledgements “clock out” new segment transmissions [1, 29]. In this way, ACK-compression leads to packet 
clustering. Furthermore, when receivers acknowledge each segment, this prompts senders to exhibit a more 
aggressive behavior [32]. The authors conjectured that the then newly-proposed delayed acknowledgements 
algorithm would break up packet clustering, and hence window synchronization, because it “paces” out the rate at 
which ACKs are emitted by the receiver, which should reduce ACK-compression. We concur with Zhang et al.’s 
conjecture to the extent that, in our experiments with Reno, the delayed acknowledgements algorithm did indeed 
break up packet clustering. Nevertheless, the primary contribution to the absence of global synchronization with 
Reno came from its Fast Retransmit and Fast Recovery mechanisms. 

In sum, we believe that since newer TCP versions (NewReno [33], SACK [7]) handle drops from a single window 
of data even better than Reno, global synchronization of losses is no longer an issue. AQM is not really needed to 
counter global synchronization, because the main syndrome of global synchronization (link underutilization) has 
been remedied with the introduction of Reno and subsequent TCP versions. 

TCP/ECN FRUGALITY 

This section focuses on the number of packets sent by the FTP server but dropped at router B. Figure 14 presents (in 
MSS units) the total amount of data sent by the server, composed of  
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Figure 14. Total number of packets sent by the FTP server to all ten clients. The number of packets dropped at the gateway is 
shown in white. Duplicate and retransmitted packets are shown by the shaded area. The total application payload is shown in 
black. 

Clearly, DT, conservative and aggressive RED, and conservative ECN cause more packet drops as QL decreases. 
On the other hand, aggressive ECN drops fewer packets with QL = 64 than QL = 128. It is also remarkable that with 
QL = 32, aggressive ECN drops an extremely small fraction of packets when compared to the others. In fact, with 
QL = 32 and aggressive marking, TCP/ECN achieves the highest goodput efficiency measured (Figure 4). That 
same goodput efficiency is only attained again when QL is increased to 512 packets, a value that is sufficiently large 
to avoid packet drops altogether. ECN in itself cannot prevent packet drops entirely, but it can reduce them 
dramatically. In general, TCP performs better when aggressive ECN is used: the sender sends fewer total segments, 
with, furthermore, a higher proportion of delivered-to-dropped packets. 

The high level of goodput efficiency G is due to a combination of factors, including the increased level of 
multiplexing and TCP’s competence with large file transfers. ECN, too, plays an important role by notifying TCP 
senders of congestion build-up in a manner more frugal than “traditional” packet drops. The lack of packet drops 
benefits the TCP sender in two ways. First, segments are delivered to the receiver, and retransmissions are avoided. 
In addition, transmissions of duplicated packets are fewer. Second, the TCP sender does not rely on packet drops 
alone to initiate congestion avoidance, and thus its ability to react to incipient congestion improves. 

A pattern that emerges from Figure 14 is that an all-ECN network can allow TCP to achieve the same goodput 
efficiency and level of packet losses as a DT-based network in which routers use buffers at least twice as large. This 
can be an important incentive for network operators, especially if they can enable ECN by simply upgrading the 
software of existing routers. With DT they would have to double the buffer space provided to the outgoing link in 
order to realize the same level of packet drops. An additional benefit from using ECN with half the buffer size is that 
the maximum possible queuing delay is halved as well. 

TCP/ECN PERFORMANCE WITH LONGER RTTS 

We repeated the experiments of the previous section, but increased the propagation delay d of the bottleneck link 
(Figure 1) from 20 to 100 ms. Introducing longer delays at the bottleneck link increases the delays in the TCP 
congestion control feedback loop, forcing TCP senders to become less aggressive. Meanwhile, the number of 
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packets buffered in the network, s, increases as well. Thus, for a given QL the increase in propagation delay causes 
fewer packets drops. This is illustrated in Figure 15, which also shows that when QL is 32 or 16, the relative 
advantage for a TCP/ECN sender is actually improving in terms of packet losses. Aggressive ECN is still the best 
choice in terms of packets dropped across all configurations. 

Longer latencies translate into longer periods before a packet drop is detected by Fast Retransmit, a timeout, or even 
ECN. TCP spends longer periods of time without transmitting. In addition, the Slow Start phase lasts longer, taking 
a higher toll on goodput efficiency. Although goodput efficiency remains high (Figure 16), it is less than the one 
achieved for smaller latencies (Figure 4). 
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Figure 15. Total number of packets sent by the FTP server to all ten clients (longer delays). The number of packets dropped at the 
gateway is shown in white. Duplicate and retransmitted packets are shown by the shaded area. The total application payload is 
shown in black. 
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Figure 16. Goodput efficiency (%) with ten clients and long delays. 

DISCUSSION 

Many network operators charge their customers by the amount of traffic they carry through their routers. The 
revenues foregone by dropping a packet under RED can be significant in many cases: a packet dropped while the 
router is in the RED region is a packet that will not be charged to the customer under such pricing models. On the 
other hand, network costs can be reduced with aggressive ECN, which yields high goodput efficiency and fewer 
packet drops, and, hence, higher operating margins. 
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The section titled “Does ECN offer a competitive advantage?” demonstrated that even partial ECN deployment 
improves overall performance. Yet the results presented in this paper are a lot less impressive than the ones 
presented in earlier work. So far as TCP goodput gains are concerned, one may argue that our results are actually 
disappointing. Note, though, that these results are based on a different approach for evaluating TCP/ECN. Our 
experiments compare situations in which, in any given case, all clients are uniformly operating in either a DT, or a 
RED (with dropping), or an ECN environment. As such, no client has a competitive advantage over its peers. In 
contrast, previous studies focused on TCP/ECN senders that co-exist with other, ECN-unaware ones. Our results 
show that ECN is a very effective congestion “signaling” mechanism that can drastically reduce the amount of 
wasted effort (as measured by the number of duplicate and dropped packets), and foster a fairer sharing of network 
resources. Be that as it may, TCP/ECN goodput is not improved, because it has the same mechanisms for detecting 
improved network conditions as does standard TCP. That is, TCP/ECN still relies on incoming acknowledgements 
to clock out new segments, and a conservative re-opening of the congestion window in accordance with the 
congestion avoidance algorithm will always follow periods of congestion. This is not accidental. RFC 3168 [10] 
explicitly points out that this is a deliberate choice so that TCP/ECN senders are less aggressive and more “TCP-
friendly”.  

CONCLUSIONS 

This paper compares the performance of TCP/ECN vs. standard TCP. In contrast to previous work, we compare 
situations in which all clients in the network uniformly operate under either DT or RED or ECN. The experiments 
and results we present are situated in a wider context of open issues that remain to be investigated. From the point of 
view of consequence and relevance to our conclusions, the two most salient are, perhaps: the effect of RED 
parameter settings, other than the ones experimented with here, on TCP/ECN efficiency; and TCP/ECN 
performance when competing with unresponsive flows, such as UDP traffic. Nevertheless certain conclusions can be 
drawn. 

First, we illustrated that global synchronization, also known as window synchronization, does not occur regardless 
of the queue management employed. We showed that synchronization of losses does not breed link underutilization 
because Fast Retransmit is very effective in alleviating synchronization of retransmissions. We argue that recent 
TCP versions are not at risk from global synchronization, which is a relic of older TCP versions. 

Second, we demonstrated that an all-ECN network allows for a fairer allocation of resources by effectively 
mitigating lockouts. ECN can convey congestion information in a timely manner and can diminish packet drops, 
thus increasing the delivered-to-dropped packet ratio. We showed that aggressive ECN is more successful than 
conservative ECN in reducing packet drops, promoting a fairer environment, increasing network efficiency, and 
delivering higher and more even performance to individual connections. A rough rule of thumb is that aggressive 
ECN can deliver the same level of goodput efficiency and number of packet drops with only half the buffer space of 
DT at most. 

We maintain that a proper understanding of ECN dynamics in a mixed environment of ECN-capable and ECN-
unaware TCP flows can only be attained when the performance of all ECN-unaware flows is taken into account, 
rather than having some of these summarily designated as “background traffic” and ignored. We explained that in 
migration scenarios in which a single TCP/ECN sender competes with a number of ECN-unaware ones, the presence 
of the TCP/ECN sender can have significant impact on the performance of the ECN-unaware senders. 

Although ECN leads to fewer packets drops, it does not necessarily lead to improved throughput for TCP transfers: 
goodput is not guaranteed to improve under uniform conditions. On the other hand, in no case does ECN seem to 
lead to an actual degradation in TCP performance. In summary, the TCP/ECN sender has a competitive advantage 
over ECN-unaware senders because it reacts faster to incipient congestion and can thus avoid unsuccessful segment 
transmissions. Nevertheless, TCP/ECN has the same mechanisms as standard TCP for detecting improved network 
conditions, and, therefore, is unable to deliver guaranteed improved goodput. 
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